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Machine learning for autonomous crystal
structure identification

Wesley F. Reinhart, a Andrew W. Long,b Michael P. Howard, a

Andrew L. Ferguson bc and Athanassios Z. Panagiotopoulos *a

We present a machine learning technique to discover and distinguish relevant ordered structures from

molecular simulation snapshots or particle tracking data. Unlike other popular methods for structural

identification, our technique requires no a priori description of the target structures. Instead, we use

nonlinear manifold learning to infer structural relationships between particles according to the topology

of their local environment. This graph-based approach yields unbiased structural information which

allows us to quantify the crystalline character of particles near defects, grain boundaries, and interfaces.

We demonstrate the method by classifying particles in a simulation of colloidal crystallization, and show

that our method identifies structural features that are missed by standard techniques.

1 Introduction

There is currently a great deal of interest in functional materials
whose optical, electronic, or catalytic activity can be controlled
by their microscopic structure.1,2 For example, nanoscale
colloidal crystals have been shown to assemble into ordered
superlattices with interesting mechanical properties,3 while
micron-sized colloids can be used to build materials that
interact with visible light.4 Such colloidal crystals are especially
promising as functional materials due to the prospect of their
self-assembly from solution, facilitating low-energy, high-
throughput fabrication.

Unfortunately, self-assembled colloidal crystals are usually
obtained as polycrystalline or even amorphous materials because
desirable crystal structres are stabilized over competing ones by
small differences in free energy.5–7 For instance, it is well known
that face-centered cubic (FCC) and hexagonal close-packed (HCP)
crystals of hard spheres have nearly identical free energy.8 This
feature is common to many types of soft matter, where weak
enthalpic interactions relative to entropic contributions impart
unique structural properties and simultaneously interfere with
the formation of long-range order.9 Accurate characterization of
the structure of these materials requires resolution of the crystal
structure on the length scale of the smallest domains. This is
particularly true in computer simulations, where a viable system
size may include only a few such domains.

One of the most extensively used methods to characterize
particle structure is based on the Steinhardt local bond order
parameters,10 which use spherical harmonic basis functions to
characterize the symmetry of a particle’s neighbors. This is
viable for quantifying order–disorder transitions, and sometimes
even for differentiating between crystal structures. However,
thermal fluctuations in the lattice can smear the local bond order
into broad, overlapping distributions. Reducing this noise to a
manageable level requires spatial averaging,11 which interferes
with the ability to resolve the character of small domains. To
compound this problem, the choice of bounding region in
parameter space for a particular crystal structure is ambiguous,
further complicating classification of weakly crystalline systems.

Contrary to the generic nature of the local bond order
parameters, the Bond Angle Analysis (BAA) method12 classifies
particles from a set of discrete crystal structures using near-
neighbor symmetry. BAA has been successfully used to study
defect formation in metals.13,14 This approach is very good at
differentiating between crystal structures in highly ordered
samples, but suffers from a high false positive rate for noisy
or amorphous samples. The method also relies on hand-picked
heuristics to choose between one of only three structures: HCP,
FCC, or body-centered cubic (BCC). Extending BAA to additional
structures must be done by hand, an arbitrary and time-
consuming process.

Another popular technique is the Common Neighbor Analysis
(CNA) method,15,16 which classifies particles into one of a set of
reference structures by evaluating the topology of each particle’s
neighborhood, defined using a cutoff distance. Each neighborhood
graph is compressed to a characteristic signature based on a few of
its topological properties, and particles are classified from known
signatures. The discrete nature of these signatures makes extension
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to new structures more straightforward than in BAA, while offering
greater resolution between structures than local bond order
parameters. However, a major disadvantage of CNA is the lack
of quantitative information available about particles with
unknown signatures, which are usually ignored.

Larsen et al. have recently developed a new technique called
Polyhedral Template Matching (PTM),17 which offers some of
the best features of both CNA and BAA. Like CNA, their method
considers the topology of each particle’s neighborhood in order
to classify the local structure. However, they determine the
neighborhood of each particle by a more sophisticated method
(topological ordering of adjacent Voronoi cells), making the
neighborhood graph more resilient against thermal fluctuations.
They also classify particles by finding the optimal match between
each observed structure and one of a set of reference structures,
providing information about orientation and deformation of the
local environment in the process. This technique is more tolerant
of thermal noise than CNA, more adaptable than BAA, and more
discriminating than local bond order, all while demanding a
similar computational cost. Unfortunately, PTM still requires
user-supplied reference structures, which limits its usefulness
in cases where the structures are unknown or irregular.

We present a new approach to structural identification capable
of detecting and classifying relevant structures autonomously. The
basis of our approach, which we call Neighborhood Graph Analysis
(NGA), is a topological description of the neighborhood around
each particle, which provides an unambiguous and discrete
classifier for each unique micro-structure. The most significant
structures can then be discovered from the available data,
minimizing confirmation bias from checking against a set of
encoded templates. Furthermore, our method can infer information
about semi-amorphous structures, such as those at interfaces and
defect sites, by evaluating their relationships to other structures with
machine learning. We demonstrate our method on data from
simulations of colloidal crystallization from solution, where
weak particle interactions and an exposed interface stymie
standard classification methods.

2 Topological classifiers
2.1 Common neighbor analysis

Our classification approach is inspired by the CNA method,
which seeks to identify local structure based on the topological
relationships between nearby particles. The first step in CNA is
to generate a neighbor list for each particle in the snapshot,
consisting of a list of particles within a chosen cutoff radius
rcut. All particles within this radius are considered topologically
adjacent to the central particle. A graph of this central particle’s
neighbors is constructed, omitting the central particle itself, in
order to assess the local structure. For each node in the graph
(i.e., each neighboring particle), three characteristic indices are
computed:

(i) Number of adjacent nodes.
( j) Number of edges between those nodes.
(k) Length of the longest path among only those edges.
The tuple (i, j, k) is collected from each node into a set that

comprises the CNA signature of the central particle. This
process is illustrated in Fig. 1 for a particle at the FCC h111i
face, which presents the signature {6 � (3, 1, 1), 3 � (4, 2, 1)}.
Because each particle’s signature contains the set of all of its
nearest neighbor tuples, CNA has excellent discriminating
power. For instance, it can easily distinguish between FCC,
which presents {12 � (4, 2, 1)}, and HCP, which presents
{6 � (4, 2, 1), 6 � (4, 2, 2)}.

2.2 Adaptive adjacency criterion

While the CNA method works well for highly crystalline particles,
thermal fluctuations in real systems interfere with the standard fixed
cutoff radius. This problem is partially mitigated by Stukowski’s
adaptive CNA method,18 wherein the adjacency cutoff is computed
for each particle based on the average distance to the neighbors in
its first coordination shell. However, adaptive CNA was primarily
developed for identification of multi-phase metals, where every
particle has nearly a full coordination shell (12 or more near-
neighbors). In low density liquid or vapor phases, particles with

Fig. 1 Schematic illustration of the CNA calculation. The neighborhood of a central particle, 0, is determined by applying the cutoff prescribed by eqn (1)
to the particle positions (I). In this case, the neighborhood of particle 0 is comprised of particles 1–9; particle 0 is drawn with a reduced size to emphasize
that it does not participate in the neighborhood. An adjacency matrix (II) is generated by evaluating eqn (1) for each of those particles (i.e., determining
their neighborhood). The binary adjacency matrix is one representation of the local topology, which we more generically refer to as the neighborhood
graph (III). For each node in the neighborhood graph (III), the CNA indices are calculated as follows: (i) the number of nearest neighbor nodes, designated
for the two colored example particles by nodes with corresponding colored stripes, ( j) the number of edges connecting those nodes to each other,
designated by dashed colored lines, (k) the length of the longest continuous path among those edges. Finally, the indices of each node are collected into
a set to make up the CNA signature of the particle (IV).
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low coordination numbers are sometimes assigned a very large
adjacency cutoff. This interferes with the assignment of CNA
signatures as particles in sparse regions may be attributed with
spuriously high connectivity to their far-away ‘‘neighbors’’.

We find that the average distance among the nearest six
neighbors provides a robust approximation of the nearest
neighbor shell for crystalline particles while limiting artificial
expansion of the neighbor list in low density regions. This
nearest-neighbor distance is then multiplied by a prefactor
which shifts the cutoff from the position of the first peak in
the radial distribution function to that of the first trough. Both
the BAA and adaptive CNA methods use prefactors which
average the position of the first and second peaks of the radial
distribution function of the FCC lattice. Following this, we take
the cutoff radius for a particle i to be

rcutðiÞ ¼
1þ

ffiffiffi
2
p

2

 !
1

6

X6
j¼1

~rij
�� �� !

; (1)

where -
rij is the displacement vector between particles i and j

and the sum is over a sorted list of nearest neighbors.
To assess the influence of the prefactor on the resulting CNA

signature, we tested our method on BCC samples using the FCC
prefactor. We found that BCC particles were assigned the
expected signature for about half of the sample, with the
remaining half split between three minor variations on that
signature (e.g., one missing edge or truncated longest path).
Thus the choice of an incommensurate prefactor may negatively
impact the resulting classification. However, this effect can be
minimized by applying our machine learning technique for
obtaining the final classification (see Section 3). Even without
such sophisticated machinery, it should be straightforward to
identify an inappropriate cutoff and adjust it manually. For
multiphase systems, it may be necessary to adopt a multi-step
neighbor detection process as employed in the adaptive CNA for
FCC/BCC mixtures.18

2.3 Directional edges

In standard CNA, the use of a fixed adjacency cutoff means the
neighborhood graphs are symmetric. That is, any neighbor j of
particle i also records particle i as its neighbor. One complication
arising immediately from an adaptive cutoff method is that this
symmetry is broken, and neighborhood graphs become directed.
Broken symmetry is especially problematic when there are large
spatial variations in density, e.g., solid aggregates within a low-
density fluid. For instance, undirected edges from a vapor-like
particle (with a large cutoff radius) may act as a bridge between
particles at the surfaces of two spatially separated aggregates
(with small cutoff radii), suggesting artificial connectivity
between them. If the edges are made directional, the vapor
particle is adjacent to both surface particles, but the surface
particles are not adjacent to the vapor. To our knowledge, this
issue has not been previously addressed, possibly because the
adaptive cutoff changes very little for highly-ordered particles in
bulk metals, even in different crystal phases.

With directional edges, one must record any bidirectional
edges twice to differentiate between different topologies that
may arise due to asymmetry. This doubles the edge counts for
the usual close-packed signatures compared to the standard
CNA algorithm, e.g., FCC is now written as {12 � (4, 4, 1)}. The
third index remains unchanged for signatures like FCC which
have short maximum path lengths. On the other hand, highly
interconnected structures like BCC may see significant truncation to
the longest path if two or more edges are broken. For the remainder
of this article, we will use the directional-edge convention whenever
we discuss CNA signatures.

2.4 Structure discovery

One advantage of CNA over other techniques is that the
classifiers are discrete: all members of a perfect close-packed
lattice exhibit an identical signature which is different than that
of other lattices. However, even particles which do not belong to a
bulk crystal lattice can have unique, coherent signatures. For
instance, particles on an exposed FCC h100i face can be identified
by the {4 � (2, 2, 1), 4 � (4, 4, 1)} signature. This differentiates
them from those on the FCC h111i face, which have the signature
{6 � (3, 2, 1), 3 � (4, 4, 1)}. The discrete nature of the CNA
signature makes it especially suitable for the discovery of structure in
systems where the reference structures are unknown or amorphous.

This property has been mentioned in a few studies of
amorphous metals,19,20 but has otherwise received little attention
because CNA is most often used to study bulk metallic systems
exhibiting only a few well-defined crystal structures. These
systems are usually amenable to simpler techniques such as
the Steinhardt order parameters or more sophisticated techniques
like PTM, so there has been no compelling reason to work on
extensions to CNA. In our colloidal systems, exposed interfaces
often interfere with classification by the usual methods, yet present
well defined CNA signatures. Visual inspection of particles with
these signatures confirms that they are coherent structures rather
than artifacts of the analysis (see Fig. 2). We therefore advocate the
collection of all CNA signatures in the available data, from which
the most relevant structures can be inferred by metrics like
observation frequency, maximum cluster size, average potential
energy, or even local bond order parameters.

2.5 Sample trajectory

We evaluated the efficacy of different classification methods by
applying them to a trajectory from a simulation of evaporation-
induced crystallization. The salient features of this simulation
are: (i) a colloid–vacuum interface, which creates a region
which has strong ordering but low coordination number, and
(ii) weak interactions between colloids, which lead to polymorphic
crystal growth. Full details of the simulation protocol are presented
in the Appendix.

A representative snapshot from this simulation is shown in
Fig. 2, as classified using the modified CNA method described
above. In order to determine the relevant structures, we clustered
particles according to their CNA signature. Each signature’s
relevance was evaluated based on the size of the largest contiguous
cluster with that signature. Here we use ‘contiguous cluster’ to
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mean a set of connected particles with identical CNA signature,
where connectivity is prescribed by the adjacency criteria
defined in the preceding sections. In our sample trajectory,
the most relevant structures were the bulk HCP and FCC
lattices, plus the FCC h100i and h111i surfaces. Note that while
the clustering is automatic, relating the CNA signatures to the
corresponding structures is a manual task. We prepared perfect
lattices cut along different Miller planes to obtain the signatures
of these reference structures, though in this case the structures
can be easily identified by eye.

We found that modified CNA alone was sufficient to obtain
qualitative information about the system at a very low computation
cost. For the configuration shown in Fig. 2, 73% of the particles
were identified as one of the four reference structures, and the
calculation took less than one second on a workstation computer
(running on one core of a 2.66 GHz Intel Xeon X5650 processor).
However, we noticed that many of the unassigned particles clearly
belonged to coherent structures, making the result somewhat
unsatisfactory. Large displacements relative to the lattice pre-
vented the CNA algorithm from assigning those particles to any
of the reference structures, overcoming the tolerance afforded
by the adaptive cutoff. This was especially problematic for
colloids in the bottom half of the box, which were likely FCC
or HCP with some missing neighbors. A different problem
occurred at the top interface, where the exposed stacking faults
have their signatures split by the many adjacent structures,
preventing them from registering as a single coherent domain.

The thousands of unique signatures derived from minor
variations of the CNA signature make further manual analysis
all but impossible. To improve the human readability of these
results, one would like to reduce the number of signatures by
clustering similar ones together since most systems exhibit
only a handful of truly distinct structures. For example, the
aforementioned stacking faults might be agglomerated into a
single domain labeled ‘FCC h100i–FCC h111i stacking fault’
despite being comprised of many distinct CNA signatures.

However, it is unclear how to quantitatively evaluate the difference
between two CNA signatures to facilitate this agglomeration. Our
attempts to employ simple metrics such as the string edit distance
failed to differentiate between significant and insignificant
structural changes in line with physical understanding. To
confront these difficulties, in the next section we present a
machine learning approach that performs automated discovery
of coherent structures and is equipped with a natural distance
metric with which to measure structural similarity.

3 Machine learning
3.1 Graph matching

To obtain a rigorous distance metric between local structures,
we consider the neighborhood graph represented by the binary
adjacency matrix A. Particle i’s adjacency matrix, denoted A(i),
is populated by evaluating the distances between each nearby
particle j against the cutoff radius given by eqn (1). A pair of
particles inside this radius are considered adjacent, denoted
by a one, while particles outside are not, denoted by a zero.
We enforce a hard maximum of 16 neighbors to control the
strongly polynomial cost associated with matrix comparisons.
Empirical tests show this choice provides sufficient resolution
in our work, but it may be adjusted depending on the particular
application. For a pair of neighborhood graphs (A(i),A( j)), we
determine a permutation, H, of particle labels that provides a
maximal alignment of the neighborhood bonding structure.
Assuming the order of graph |A(i)| is less than or equal to |A( j)|,
we compute the distance dij as,

dij ¼ min
H

HAðiÞHT � Að jÞ
�� ��

F

jAð jÞj jAð jÞj � 1ð Þ ; (2)

where ||�||F is the Frobenius norm and |A( j)| is the order of
graph A( j). This procedure enables us to match neighborhoods
of different size via the addition of ‘‘ghost particles’’ to the
smaller graph. We normalize the Frobenius norm by the maximum
number of edges in the larger graph to reduce the effect of size
differences in the matching procedure. Identifying the optimal
permutation of labels H is at least strongly polynomial, and may
be NP-hard,22 necessitating the use of a greedy matching procedure.
Long and Ferguson have previously employed these graph-based
distance measures in the study of many-body self-assembly
systems.23 For this work, we utilize a tree-based matching
procedure using IsoRank scores24 as a branching heuristic.25

3.2 Diffusion map dimensionality reduction

Calculating the graph matching distance between neighborhood
graphs allows us to make quantitative comparisons between
pairs of observed structures, but it does not provide high-level
intuition about how they are related. This can be partially
addressed by clustering methods that detect natural groups in
the data using only the pairwise distances, such as agglomerative
hierarchical clustering.26 However, we found that the high dimen-
sionality of the adjacency matrix space interfered with our ability to
resolve clusters among the observations. One particular problem

Fig. 2 Classification of a colloidal crystal by the modified CNA method.
Particles are colored according to their corresponding structure: HCP
(red), FCC (blue), FCC h100i surface (green), FCC h111i surface (orange),
and unidentified (grey). 73% of the particles in the snapshot are classified
into one of these four structures. These signatures were selected by
‘‘structure discovery’’ – they had the four largest cluster sizes of any
signatures in the snapshot. This snapshot and all others in this paper were
rendered using VMD.21
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was the non-uniformity of distances between structures of interest.
For instance, some amorphous structures appeared very far apart
from each other compared to the distances between crystals, even
though the differences between crystals are more relevant to us.
This lack of separation between crystal structures necessitated very
small maximum cluster sizes, resulting in a classification only
marginally more useful than the original CNA.

We overcome this problem by applying the diffusion map
dimensionality reduction technique27–29 to infer a small set of
collective order parameters describing the configurational
phase space of particle neighborhoods. Diffusion maps provide
a basis-free approach to dimensionality reduction, operating on
the pairwise distance between samples in our dataset. We have
previously described the application of diffusion maps to
molecular29–35 and colloidal23,36,37 systems.

Having computed the pairwise distance matrix, d, using
eqn (2), we define a random walk over our data by convolution
of the distance matrix with a Gaussian kernel to give a kernel
matrix K,

Kij ¼ exp �dij
2

2e

� �
; (3)

where e defines a soft threshold on hopping distance between
states, restricting transitions to those within a

ffiffi
e
p

neighborhood.
This kernel matrix is row normalized to form the Markov matrix
M = D�1K, where D is the diagonal matrix of row sums

Dii ¼
PN
j¼1

Kij . Spectral decomposition of this Markov matrix

yields a set of eigenvectors f~cjg
N
j¼1 with corresponding eigen-

values {lj}
N
j=1, with the trivial top pair ~c1 ¼~1 and l1 = 1. The

eigenvectors of this Markov matrix are discrete approximations
to solutions of the Fokker–Planck equation describing a diffusion
process over the data,27,28 with eigenvalues corresponding to the
frequency of these collective relaxation modes. l1 = 1 is associated
with the steady-state distribution and 1 4 l2 Z l3 Z l4 Z. . . with
increasingly rapidly decaying modes.27

By identifying a gap in the eigenvalue spectrum, we may
restrict analysis to the top-k slow modes (i.e., large eigenvalues)
that describe the long-time evolution of this Markov process and
to which the remaining fast modes are effectively slaved.30,38,39

This permits construction of a reduced k-dimensional subspace
describing the intrinsic manifold for neighborhood structures,
with embeddings given by

NeighborhoodðiÞ ! l2~c2ðiÞ; l3~c3ðiÞ; . . . ; lkþ1~ckþ1ðiÞ
n o

: (4)

Here we have scaled the eigenvectors by their associated eigen-
values to model this diffusion process over a single hopping
event, incorporating the relaxation timescales into the low-
dimensional geometry.27,30,39,40 We use an automated technique
to determine the existence and location of the spectral gap.30,41

For our test case (see Section 2.5), we compute a dimensionality
of approximately 2.3, motivating the construction of a three-
dimensional manifold (i.e., k = 3). The same technique
also identifies a range of suitable values for e, from which we

chose 0.0025. The resulting neighborhood radius of
ffiffi
e
p
¼ 0:05

is commensurate to the distances between the close-packed
crystal lattices.

One of the limitations of the diffusion map, along with other
nonlinear dimensionality reduction techniques, is that an
explicit functional mapping between the original high dimensional
space and the collective variables is not provided. Variable sieving
techniques exist to discern approximate functional mappings to
these collective modes,42,43 however the resulting functions are
often equally opaque. Moreover, a simple physical characterization
of these collective variables is not guaranteed for complex systems
with many degrees of freedom.23,29 In the proposed technique,
however, diffusion maps are primarily employed for clustering and
thus while we provide an approximate interpretation of the
diffusion map collective modes, we do not attempt to provide
a rigorous physical interpretation of our low-dimensional space.

The key advantage of diffusion maps over other nonlinear
dimensionality reduction techniques is that Euclidean distances in
our low-dimensional space are mapped to ‘‘diffusion distances’’ –
measuring the kinetic proximity between structures – from our
high-dimensional space under two mild assumptions: (i) that our
system dynamics can be well described by a diffusion process, and
(ii) that our distance measure captures the short-time diffusive
motions of our system.23,27,29,30 Post hoc support for the first
assumption is given by the existence of a gap in the eigenvalue
spectrum, suggesting that the crystallization dynamics can be
modeled via the Mori–Zwanzig formalism as a set of coupled
stochastic differential equations in the slow relaxation modes
to which the remaining modes below the gap are coupled as
noise.38,44 As to the second assumption, we have previously
demonstrated in ref. 23 and 36 that our graph-based distance
metric provides a good measure of structural similarity capturing
local changes in bonding architecture over short time scales, thus
serving to capture the short-time diffusive motions. The mapping
of kinetic proximity to Euclidean distances promotes better
localization of structurally similar particle neighborhoods in the
diffusion space, improving neighborhood classification accuracy.

3.3 Classification

Even after computing the coordinates of each neighborhood
graph in the low-dimensional manifold, we must still make a
final decision about their structural identity. This forces us to
revisit the challenge of partitioning the order parameter space
into discrete regions, which we described as one of the most
significant stumbling blocks for the method of local bond order
parameters. We find that our topological classifier based on
binary adjacency graphs tends to provide more definitive
boundaries between structures compared to bond order parameters,
where disordered and ordered particles may be separated by a very
narrow margin. This is enhanced by the mapping of the
neighborhood graphs into diffusion space (eqn (4)), within
which we use a Voronoi construction to define distinct regions
in the diffusion map. This partitioning provides each observed
signature with a discrete classification according to the Voronoi
cell it belongs to and a structural similarity score based on its
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distance from the cell’s reference structure (i.e., the ‘‘most
relevant’’ in the cell). As discussed above, we are primarily
interested in classifying each particle in a trajectory within a
small set of automatically discovered coherent structures. We
thus restrict the number of Voronoi cells by considering only the
signatures with the largest contiguous clusters, which we found
to be a slightly better indicator of relevance than observation
frequency. In systems with both ordered and disordered particles,
the rank-size distribution of any viable relevance metric should
exhibit a long tail, such as in a mixed exponential or broken power-
law distribution. We can find natural breaks in the distribution
by algorithms like head/tail breaks,45 or by manual inspection
and segmentation according to scaling laws. In cases when the
automatically chosen points are very close together, we also use
agglomerative clustering to reduce the number of discrete regions.

Aside from being straightforward to implement, the Voronoi
construction has the added advantage of adopting the natural
anisotropy of the data. This significantly outperforms simpler
approaches like radial distance, for instance, because the
distances between relevant structures are not uniform in space.
K-medoids,46 which is perhaps the most obvious alternative
partitional clustering technique, fails because the data have
vastly different weights based on their relevance. That is, we
want to select clusters based on structural relevance rather than
location in the manifold.

4 Performance improvements

While it is theoretically possible to compute a diffusion map
using every neighborhood graph observed in a trajectory, such a
calculation would be extremely computationally demanding, if
not intractable. We found that determining the distance
between graphs using eqn (2) dominated the computational
time of the algorithm because of the large number of graph
permutations that needed to be compared. Here, we describe
several workflow optimizations based on graph pre-processing,
additional machine learning, and Nyström extension that
significantly reduce the number of graph-matching evaluations
and facilitate application of the diffusion map for structure
identification.

4.1 Graph pre-processing

In systems exhibiting long-range order, most of the particles
belong to one of only a small number of unique structures.
Neighborhood graphs should be compiled into a list of unique
graphs with duplicates discarded. This reduces the number of
observations by orders of magnitude, decreasing both the time
and memory cost of the algorithm.

Unfortunately, the graph matching algorithm can be a very
slow method for merging permuted but otherwise identical
graphs because the perfect permutation must be found to prove
equivalence. We found that one straightforward method for
reducing the number of permutations required is to convert
each graph A into a reduced-bandwidth form using the reverse
Cuthill–McKee (RCM) algorithm.47 This has the effect of limiting

the number of possible permutations for each graph, since the
RCM algorithm is determinstic. A more significant time saving
can be achieved by using CNA as a proxy to merge neighborhood
graphs, rather than using the full graph matching routine. Note
that the transformation can only be applied one way since it is
lossy; the neighborhood graph cannot be reconstructed from the
CNA signature.

In order to ensure that CNA signatures have one-to-one
correspondence with neighborhood graphs, we evaluated the
CNA signatures of more than 100 000 graphs. For particles with
identical CNA signatures, we found that almost all of the
observed adjacency matrices were permutations of each other.
The only exceptions to this rule were graphs with very low
connectivity, corresponding to CNA signatures like (1, 0, 0).
Since these signatures contain so little information about the
structure of the graph, they do not reliably distinguish between
graphs. However, it is also not important to capture these
graphs accurately, since we are not interested in characterizing
particles with such low connectivity. Thus in most cases, we can
compress neighborhood graphs with the same CNA into a
single observation without any graph matching calls.

4.2 Predictive model

While CNA matching allows us to bypass graph matching in the
case of a perfect match, it does not accelerate the calculation of
the distances between graphs. In our tests, the average com-
putational cost of a graph-matching call was roughly one core-
minute on a 2.5 GHz Intel Xeon E5-2670 v2 processor. However,
in some particular instances, a single graph-matching call
required hundreds of core-minutes. These exceptional cases
often end up being a waste of time, as matches which require
this many permutations usually result in large differences which
are reduced to near-zero probabilities by the Gaussian kernel.

To mitigate this waste, we train a multi-layer perceptron
(MLP) model48 on the graph matching scores calculated
between a subset of the particle neighborhood graphs. MLP is
a supervised learning algorithm that uses an artificial neural
network to learn a function f (�):Rm - Ro from a supplied
training set. We use the Scikit-learn implementation of MLP49

to learn a model for the function f (-x) = y, where -
x is a vector

describing the difference between two CNA signatures and y is
the Frobenius norm obtained from our graph-matching algorithm.
While we observed that the results were robust to the details of the
network architecture, we found that five hidden layers with 200
nodes each gave nearly optimal results while keeping the MLP
evaluations inexpensive.

The input to the model is a vector -
x containing the difference

between the CNAs of the two graphs to compare. Each CNA
signature is first converted to a m � 3 matrix, where m is the
number of near neighbors, such that each row is a CNA tuple. It
is then row-sorted in ascending order (i.e., rows are sorted by the
value in the first column, with ties decided by the second
column and then the third). This matrix is then rearranged
into a 3m-element feature vector such that CNA tuples are
contiguous. We zero-padded these from the left to ensure a
fixed length of 48 elements for our feature vectors,
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corresponding to a maximum of 16 nodes in the neighborhood
graph as discussed in Section 3.1. Finally, the absolute differ-
ence between the two feature vectors is taken and the resulting
48-element vector is supplied to the input layer of the neural
network. This process is illustrated schematically in Fig. 3.

When trained on the pairwise distances between 200 graphs,
composed of the 150 most frequent and 50 random signatures,
the MLP model returned an R2 value of 0.98. Training the model
is an inexpensive operation, requiring only a few minutes on a
single core for these 19 900 CNA pairs. Its performance was then
evaluated on a set of pairwise distances between 50 random
graphs outside the training set, for which it gave an R2 value of
0.76. This is not high enough accuracy to warrant using the MLP
model as a replacement for the graph-matching algorithm, but it
is sufficient to predict which pairs of graphs should be evaluated.

From the spectral decomposition, we know that the natural
neighborhood radius is around 0.05. Based on the performance
of the model for a set of test data (orange symbols in Fig. 4), we
select a threshold of 0.10 to determine whether to perform a
full graph-matching call for a given pair. These values define
quadrants in Fig. 4 corresponding to: (I) dissimilar pairs
correctly ignored by the filter (true negatives), (II) similar pairs
mistakenly ignored by the filter (false negatives), (III) similar
pairs correctly passed to the graph matching algorithm (true
positives), (IV) dissimilar pairs mistakenly passed to the graph
matching algorithm (false positives). For a neighborhood radius
of 0.05 and a threshold of 0.10, we obtain a false negative rate of
less than 1% while reducing the number of graph matching calls
by 90% or more. Furthermore, the MLP predictions are centered
around the correct average (i.e., y = x in Fig. 4).

4.3 Nyström embedding

Even with a tenfold reduction in computation time using our
MLP model, computing the pairwise distances for the diffusion

map construction can quickly become intractable as the number
of samples increases. For example, a typical frame of our sample
trajectory with 2052 colloid particles had about 1000 distinct CNA
signatures. Computing the full diffusion map would entail
almost 500 000 graph matching calls, resulting in about 4 hours
of wall time on 100 cores, even after aggressive filtering with the
MLP model. In our entire trajectory, comprised of 320 frames, we
observed over 100 000 unique CNA signatures. Obtaining the
pairwise distances between their associated neighborhood graphs
would require an unfeasible amount of computation time.

To reduce this cost, we construct a pairwise diffusion map
only once, using a representative sample from the trajectory. In
our tests, we used the same 200 graphs which were evaluated to
train the MLP model. We proceeded to embed new observations
into the manifold via the Nyström extension.50,51 Given the library
of neighborhood graphs used in generation of the diffusion map,
{A(i)}N

i=1, we compute the pairwise distance between the new sample

and our library,
-

dnew. Applying our Gaussian kernel to this vector of
distances, Knew, j = exp(�dnew, j

2/2e), and normalizing yields a pseudo-

row of an augmented Markov matrix, ~Mnew ¼
PN
j¼1

Knew; j

" #�1
~Knew.

The projection of this new sample onto the diffusion map manifold
is given by,

~ciðnewÞ ¼
1

li

XN
j¼1

Mnew; j
~cið jÞ: (5)

Nyström embedding is exact for points in the original library and
provides accurate interpolation of points inside the kernel
bandwidth

ffiffi
e
p

of the points comprising the original diffusion
map manifold.29,52 This approach allows us to reduce the O(N2)
distance matrix calculation to O(N), making the classification of
the entire trajectory a feasible proposition. We are able to

Fig. 3 Summary of the algorithm used to generate distances for Nyström embedding. First, the neighborhood graphs and their corresponding CNA
signatures are generated as described in Section 2.1. Two representative neighborhood graphs and their CNA signatures are shown at left: FCC (top) and
HCP (bottom). The signatures are then converted into sorted feature vectors and their absolute difference is fed into the MLP model. If the prediction
from the MLP is greater than the chosen threshold, the raw prediction is used in the distance matrix. Otherwise, the full graph matching routine is
performed on the two neighborhood graphs.
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embed all 100 000 unique signatures in the manifold in less
than 24 hours of wall time on 100 cores.

4.4 Summary of the NGA algorithm

(1) Obtain the topological classifiers for each particle’s local
environment. Build the neighborhood graph for each particle
in the trajectory and compute the CNA signature for each of
these graphs, as illustrated in Fig. 1. Create a list of unique CNA
signatures, sorted in descending order by a relevance metric (we
used largest cluster size). Keep one neighborhood graph associated
with each unique signature for subsequent distance calculations.

(2) Construct a diffusion map from a set of representative
neighborhood graphs. These ‘‘landmarks’’ must span the entire
configuration space to ensure robust Nyström extension; they

should include the most relevant structures, but also those at
the far edges of the manifold, such as disordered states.
Compute the pairwise distance matrix between the landmarks
using the graph matching algorithm (i.e., eqn (2)).

(3) Embed each neighborhood graph into the diffusion map
using Nyström extension. Train a MLP model to predict the
graph matching distance from CNA feature vectors. Use the
model to predict the distance between observations and land-
marks, and skip graph matching calls for dissimilar graphs
(e.g., when the MLP prediction is greater than some threshold),
as demonstrated in Fig. 3. Compute the Nyström embedding for
each observation from the resulting set of small exact distances
and large approximate distances. Record the first k non-trivial
eigenvectors for each graph, and scale them by their associated
eigenvalues.

(4) Classify each neighborhood graph by partitioning the
resulting manifold into discrete regions. Construct a Voronoi
diagram in the k-dimensional space using a small set of the
most relevant structures (chosen by evaluating the rank-size
distribution with head/tail breaks or similar method). An
example of this partitioning is presented in Fig. 5a. If necessary,
filter the reference set by agglomerative clustering to avoid over-
populating some regions. This is recommended for nearly-crystalline
structures which appear frequently but are not especially interesting.
For each observed graph, record the corresponding reference
structure (i.e., the neighborhood graph used to generate the
enclosing Voronoi cell) and the distance to the reference structure in
the scaled, k-dimensional space.

(5) Map structure classifications back onto the particles.
Using the list constructed in step 1, assign the reference structure
and corresponding distance of each neighborhood graph back to
all particles whose neighborhood exhibits that topology.

5 Results and discussion

We evaluated our NGA method on the same trajectory of
colloidal crystallization introduced in Section 2.5. First, we

Fig. 5 (a) Projection of ‘‘landmark’’ neighborhood graphs in the nonlinear manifold discerned by the diffusion map. We limit the manifold to three-
dimensional space and scale each eigenvector by its eigenvalue, as discussed in the text. Symbol size is scaled by the largest observed cluster for that
signature. Colored polygons are the classification boundaries for the eight reference structures, which were selected from the signatures with the
20 largest cluster sizes and merged into 8 by agglomerative clustering. (b) The same snapshot in Fig. 2, colored according to the classification computed
from the diffusion map shown in panel (a). In addition to the bulk and surface structures from Fig. 2 (red, blue, orange, green), our algorithm identified two
surface stacking faults (yellow, teal) and defective rHCP (pink, purple). The color saturation is scaled by the logarithm of the distance to the reference structure
in diffusion space, with structures falling more than 0.12 away appearing entirely grey. 92% of particles are classified into one of eight classes using NGA.

Fig. 4 Graph matching distance compared to the MLP model prediction.
The diffusion map neighborhood radius and MLP threshold are marked for
reference. The MLP has some noise even in the training data, so the
prediction must be treated as approximate. This is especially true for small
distances, where the uncertainty may exceed 100%. We see increased
noise for test data outside the training set, but the strong positive
correlation holds. The threshold should be chosen to minimize the number
of required evaluations while keeping the number of false negatives to an
acceptable level.
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prepared a representative sample of the neighborhood graphs
by collecting one graph from each of the top 150 most frequently
appearing CNA signatures. We supplemented that sample with
50 randomly selected neighborhood graphs from outside the first
sample to provide landmarks across more of the space. From this
set of landmark structures, we generated a three-dimensional
manifold using diffusion maps, depicted in Fig. 5a, where the
number of eigenvectors retained in the embedding was informed
by our estimation of a system dimensionality of 2.3 (Section 3.2).

Since diffusion maps do not furnish an explicit mapping
between the input and output coordinates, interpreting the
resulting manifold can require substantial effort. The first
nontrivial eigenvector, c2, appears to be closely coupled to the
number of neighbors, which increases in moving from left to
right: amorphous fluids appear on the left, then crystal surfaces
in the center, and finally close-packed crystals on the right. It is
not surprising that this is the dominant mode, as graphs with
different number of nodes can never match. We hypothesize
that c4 is related to stacking symmetry, as it establishes a
gradient from FCC and surface planes at high values to HCP
and surface stacking faults at low values. Unfortunately, we
found no intuitive interpretation for c3. As a strong function of
c2, we suspect it may be partially slaved to that eigenvector
rather than representing a completely unique coordinate,30 and
note that this observation is consistent with the estimated
dimensionality of 2 o 2.3 o 3.

The next step in NGA is to divide the manifold into discrete
regions corresponding to different structures of interest. We
ordered the signatures by cluster size and took the first 20,
corresponding to the head of the rank-size distribution as
defined by the head/tail breaks algorithm. The first four were
the FCC, HCP, FCC h100i, and FCC h111i structures that we
already identified by CNA. From among the remaining thirteen,
we observed two clusters associated with the surface structures,
with the rest being defective variations on the close-packed
signatures, all falling in between FCC, HCP, and the surface
structures (0.1 o l2c2 o 0.3). Because these appear so close
together in the diffusion map, they yield a highly fragmented
space, resulting in low human readability. We applied hierarchical
agglomerative clustering to reduce the number of unique defect
signatures to consider, merging the 11 defect signatures into
two defect classes (pink and purple regions in Fig. 5a) and the
two pre-existing bulk crystalline classes.

The selected structures were used as center points in a
Voronoi construction, which partitioned the space into eight
distinct regions. We also confined these regions to a maximum
radius around the reference structure. This way, particles very far
away from the nearest structure were recorded as unclassified,
since they were probably entirely amorphous. We found that a
reasonable cutoff was 0.12, which is twice the distance between
the FCC and HCP lattices. The actual classification regions are
shown in Fig. 5a. For each particle in the snapshot, color hue was
determined by its classification region and color saturation was
determined by the logarithm of the distance to its region’s
reference structure. The logarithmic scaling is a consequence of
the Gaussian kernel used to produce the diffusion map.

We show the result of the autonomous classification in
Fig. 5b. Note the increase in the number of identified particles
compared to the CNA-only result shown in Fig. 2: we identified
92% of the colloids as belonging to one of the eight designated
structures. The newly identified yellow and teal structures
correspond to the interface between the two surface planes.
The pink and purple structures correspond to stacking faults
and other noisy or defective close-packed particles. For the particles
which remain unidentified, we also obtain some information about
their most likely structure based on their relative position in the
diffusion map.

Finally, we compared the result of our NGA method to the
PTM method implemented in the Ovito software suite.53 PTM
fulfills some of the principal objectives for the NGA method,
namely a ‘‘fuzzy’’ comparison metric and a topological neigh-
borhood construction. In order to make as direct a comparison
as possible, we first included only the structures identified in
PTM: FCC, HCP, and BCC. Since PTM does not identify any of
the surface particles, we also included FCC h100i and FCC h111i
surfaces to highlight this particular advantage of NGA. The
results of the two classifications are presented in Fig. 6, using
three different snapshots from our simulation. These snap-
shots are ordered in time, resulting in more liquid-like samples
at left and more crystalline samples at right (the rightmost is the
same snapshot shown in Fig. 2 and 5b). The color hue is once
again determined by the reference structure, while the color
saturation is determined by the distance to that reference. For
PTM, the natural scaling is linear, since the distance is calculated
by the real-space displacement of the vertices of each polyhedron.

In the leftmost frame, the crystal had recently nucleated at
the top interface and started growing down into the liquid. NGA
classified a large region of the surface as having FCC h100i
character, and identified a few layers of HCP growing below the
surface. There were a few false positives in the liquid region, but
they mostly correspond to very distant matches to the surface
particles (the color scale is logarithmic with distance). Since the
surface structures were not encoded in PTM, there were no matches
for any crystalline particles in the surface layer. Furthermore, since
BCC was encoded, there were false positives for BCC character
around the edges of the growing HCP crystallite. PTM gave a slightly
lower false positive rate for crystalline particles in the fluid, but this
was likely due to the absence of surface target structures.

In the center frame of Fig. 6, the bulk was crystallized into a
polymorphic rHCP structure. Both methods identified the
various FCC and HCP domains, but NGA was further able to
identify correlation between surface and sub-surface structure.
While it is not shown due to the viewing angle, NGA also
indicated ordering on the bottom surface by an increased
frequency of orange and green particles. False positives were
more noticeable in NGA, which identified some surface particles
near stacking faults in the bulk. This is a result of the similarity
between the neighborhood graphs for those structures; their
Voronoi cells are adjacent in the diffusion map.

The rightmost snapshot shows the classification once the
entire system has crystallized. NGA clearly designated the two
surface structures on top (and bottom, though the view is again
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occluded), as well as the stacking faults and defect-rich regions,
which appear pale red. On the other hand, PTM identified these
defective regions as coherent BCC. We are confident that these
were false positives, since NGA was capable of detecting BCC in
other snapshots but did not report any here.

Overall, PTM provided more lenient classification, resulting
in more coherent clustering at the cost of more false positives.
We find it to be a good method for systems exhibiting only well-
known structures which can be encoded into their topological
framework. It is also a very fast method: Ovito classified our frames
by PTM in real time on a workstation computer, while our machine
learning approach took over 24 hours running on 100 cores of a
computing cluster. It is therefore most reasonable to first attempt to
characterize a trajectory with PTM (or CNA, which is even faster)
before turning to NGA. However, as evidenced by comparing the last
frame of Fig. 6 to the classification shown in Fig. 5b, NGA can both
automatically discover and distinguish coherent structures and
provide significantly more information about unexpected structures
in exchange for the extra computational cost.

6 Conclusions

We have developed an algorithm for performing clustering and
identification of intrinsic structural features in particle tracking

data. Our Neighborhood Graph Analysis (NGA) method is based
on a topological description of the neighborhood around each
particle, which provides a discrete and unambiguous classifier
for each observed structure. The key innovation which separates
our technique from the frequently used CNA method is the use
of nonlinear manifold learning, combined with an efficient
graph matching scheme, to project the high-dimensional topological
classifiers into a low-dimensional space described by a few collective
order parameters within which we perform clustering and
classification. Depending on the problem at hand, this extension
grants our algorithm partial to complete autonomy in identifying
the most relevant structures and determining natural relation-
ships between them.

Long and Ferguson have previously employed a related tech-
nique to study the self-assembly of small colloidal clusters.23,36,37

The viability of the algorithm proposed here, which extends the
technique to crystal lattices of arbitrary size, relies upon efficient
solutions to several key technical challenges. First, we modified
the CNA method to better handle fluctuations in local density
and ordering. We also reduced the number of distinct structures
by compressing neighborhood graphs with identical CNA into a
single instance. To accelerate the graph matching routine,
which was by far the most expensive part of the calculation,
we developed a filtering scheme using an artificial neural
network. Using fast approximations for the distances between

Fig. 6 Classification of three snapshots from our molecular simulation of evaporation-induced crystallization by NGA (top) and PTM (bottom). Particle
colors designate the nearest structure: HCP (red), FCC (blue), BCC (purple), FCC h100i (green) and h111i (orange). The color saturation is scaled by the
distance to the reference structure, with structures falling farther away appearing more grey (logarithmic scale for our method, linear scale for PTM, as
discussed in the text).
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very dissimilar graphs led to a hundred-fold or greater acceleration
in the speed of the algorithm without sacrificing accuracy. Finally,
we utilized Nyström embedding to reduce the construction of the
diffusion map from O(N2) to O(N), a critical step to handle
molecular simulation trajectories with hundreds of snapshots and
thousands of particles (i.e., neighborhood graphs) per snapshot.

We demonstrated the utility of our proposed NGA approach by
classifying the structures in a molecular simulation of evaporation-
induced colloidal crystallization. This analysis would be difficult
with standard techniques because of the weak interactions
between particles and small number of particles in each crystal
domain. Using the neighborhood graph as input to our model
simultaneously allows for greater tolerance for small thermal
fluctuations, since small perturbations do not necessarily disrupt
the topology, and greater discriminating power between similar
structures, since the topology is more relevant than Euclidean
coordinates for identifying lattices. Furthermore, because we use
machine learning to identify relevant structures and infer their
relationships directly from the data, our method provides insight
about structures near surfaces and defects. This offers a major
advantage over alternative techniques, which usually ignore
unrecognized structures.

The results from our test case indicate that the autonomous
discovery and classification of structures in NGA using only
particle position data is a viable approach. Because intermediate
structures may be amorphous or unknown in self-assembly
problems, we believe our process of inferring natural features
from the data offers substantial benefits over standard techniques
which fit observations to a priori assumptions. Furthermore, the
high resolving power of our topological classifier may improve the
ability to study nucleation and growth phenomena, where particles
near interfaces cannot be ignored. We intend to apply the NGA
technique to several such problems in the near future. Finally,
equipped with a natural distance metric with which to measure
similarity between structures in the low-dimensional projection,
our approach can be modularly integrated with arbitrary clustering
techniques and fuzzy classification approaches.

Appendix

We simulated the evaporation-induced crystallization of a colloid
solution using a similar model to that recently employed by Cheng
and Grest.54,55 The solvent was represented by a Lennard-Jones
fluid of particles with mass m, diameter s, and interaction energy
e. Interactions between solvent particles were spherically truncated
at a cutoff distance 3s with a smoothing polynomial applied from
distance 2.5s so that the pair energy and forces went continuously
to zero. Colloids with diameter 10s were modeled as spherical
particles composed of identical Lennard-Jones particles at number
density 1.0/s3 (colloid mass 523.6m). Purely repulsive colloid–
colloid interactions were given by the integrated Lennard-Jones
potential between two spheres56,57 truncated at its minimum
(10.581s) with Hamaker constant 4p2e. Attractive colloid–solvent
interactions were given by the integrated Lennard-Jones potential
between a point and a sphere, smoothed from 8.5s, truncated at 9s,

and with Hamaker constant 100e. Weakly attractive solvent–substrate
interactions were given by the Lennard-Jones 9-3 potential with
Hamaker constant 2e and cutoff distance 3s normal to the wall.
Purely repulsive colloid–substrate interactions were given by the
integrated Lennard-Jones potential between a sphere and the sub-
strate with Hamaker constant 144e and cutoff distance 5.5764s. This
choice of parameterization ensured that colloids were well-dispersed
at the initial conditions.54

Molecular dynamics simulations were conducted using the
HOOMD-blue simulation package on general-purpose graphics
processing units.58–60 The simulation timestep was 0.005t,

where t ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffi
ms2=e

p
is the derived unit of time. Temperature

control was maintained by weakly coupling particles to a
Langevin thermostat with friction factor 0.1m/t. The simulation
box was periodic along the x- and y-axis with edge lengths
Lx = 138.4s and Ly = 159.9s, respectively. This cross-sectional
area was chosen to be roughly commensurate with the lattice of
the FCC h111i crystal for this colloid model. The substrate was
placed at the bottom of the simulation box at z = �162.5s. An
additional purely repulsive Lennard-Jones 9-3 potential acting
on the solvent with cutoff (2/5)1/6s was placed at z = 162.5s to
contain the solvent vapor. In order to prepare a starting
configuration, vapor–liquid equilibrium was first established
for a neat solvent at T = e/kB (kB is the Boltzmann constant)
before 2052 colloids were randomly dispersed into the liquid
phase. Overlapping solvent particles were deleted, leaving
2 305 143 solvent particles in the equilibrated solution. The
initial equilibrium height of the liquid was approximately 205s.

After equilibration, evaporation was modeled by the controlled
deletion of solvent particles from the vapor phase.55,61 We deleted
up to 4 vapor solvent particles every 0.5t from the top 20s of the
simulation box. We thermostatted only the solvent particles in a
slab of thickness 20s from the substrate, allowing for the
possibility of evaporative cooling. The chosen evaporation rate
was sufficiently fast so that colloids accumulated at the vapor–
liquid interface, inducing crystallization from the drying interface.
Evaporation simulations were run for 200 000t, and snapshots of
the colloids were saved periodically. These snapshots were used as
inputs to the structural classification methods.
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